
Certification authorities and trust online

Overview

Many websites use digital certificates - the padlock icon in the 
browser is a familiar sight to many users visiting eCommerce 
sites. Behind a digital certificate is a certification authority which, 
for most eCommerce sites,  is a commercial enterprise. Whilst it 
would seem reasonable for a user to place his trust in a certificate 
authority, it is not clear that such trust is necessarily well placed, 
with concerns in terms of privacy, liability and freedom of choice.

Alternatives exist, particularly in the form of the Perspectives and 
Convergence projects. Intended to solve some of the major 
problems of the current approach, these projects provide for a 
decentralised mechanism, with many public notary servers using 
network (and other) perspectives to record the status of digital 
certificates over time, to enable a user to obtain an empirical 
picture of the site’s certificate by querying a range of notaries.

Whilst beneficial from the points of view of privacy and user 
choice, this approach is not without its challenges, particularly in 
terms of liability. This article argues that it is appropriate to 
impose a duty of care on Convergence notaries, in the form of 
two-fold duty, firstly to ensure that information provided is 
accurate, and secondly that the particular perspectives operated 
by any given notary are in conformance with community 
standards. Applying the approaches of the UK courts in respect of 
the tort of negligent misstatement, it is argued that it is likely to 
be foreseeable that a user would rely on a Convergence notary to 
provide accurate information as to the status of the site’s 
certificate for an unexceptional transaction. The issue of 
proximity is more challenging, given the online, distributed 
nature of the Convergence structure, but the article proposes that 
the approach of the CJEU in the Alpenhof case should be followed 
when seeking to determine whether there is sufficient proximity 
in any given situation. Lastly,  it is argued that it is reasonable to 
impose a duty of case in the case of commercial notaries, but less 
reasonable in the case of a notary operated by an individual for 
his friends.

This approach is not without limitations, though, given the lack 
of harmonisation of the laws of negligence. Whilst alternative 
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approaches may be possible, each has drawbacks, and more 
research is needed to determine the most appropriate way 
forward.

Finally, for as long as the current model remains supported by 
common browsers,  more effort should be focussed on minimising 
the risks of today’s model, including ensuring that (a) 
certification authorities take responsibility and liability for their 
operations, (b) appropriate privacy protection legislation is in 
place, to prevent logs of users’ interactions with websites being 
generated, and, (c) breach reporting legislation is in place, to 
ensure that users are able to place trust in certificates with 
perhaps more confidence than might be recommended today.
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A quick introduction to digital certificates and 
certification authorities

In its 1998 communication “Towards a European Framework for 
Digital Signatures and Encryption,” the European Commission 
noted that a digital certificate is “one half of the cryptographic 
technology fundamental to the establishment of electronic 
commerce… Their role is the authentication of electronic data … 
crucial to data transmission, the verification of electronic 
communications, their origin and their integrity.”1

In practical terms, a digital certificate is evidence of the binding 
of a public key with an identity.  This is usually accepted as 
meaning that the public key belongs to a particular individual - 
when I view the properties of a digital certificate on https://
google.com, I should be reassured by the fact that the certificate is 
signed by Thawte,  a certification authority, as having been issued 
to Google Inc.2 I do not place my trust in Google here, so much as 
in Thawte - I am required to trust that it has performed its role 
correctly, and has verified that it was actually a representative of 
Google which secured the certificate. 

As such, whilst a certificate may bind a public key with an 
identity, it is not necessarily evident that the public key is owned 
by a particular individual - as an Australian analysis of the digital 
certificate regime points out succinctly, ‘[w]hat the keys allow 
you to prove is not necessarily the truth of the information that is 
encrypted. They are proving whatever has been proven to a 
certification authority.”3

The role of the certification authority is thus fundamental to the 
establishment of trust in digital certificates today. If a certification 
authority should not play its role correctly, the basis on which one 
might trust a digital certificate signed in its name falls away 
completely. Different countries have adopted different 
mechanisms to help engender this trust. Some countries have 
government-operated certification authorities, on the basis that 
the citizens trust (or, perhaps, are too afraid to question) the 
government, whereas other states have adopted alternative 
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approaches - in the UK, the explanatory notes to the Electronic 
Communications Act 2000 provide that the Government “will not 
commence Part I of the Act if it continues to be satisfied that the 
tScheme meets the Government’s objectives.”4  After five years, 
Part 1 of the Act was repealed, 5 leaving the self-regulatory body 
tScheme operating as the de facto standard.6

Liability of a certification authority

Directive 1999/93/EC, on a Community framework for electronic 
signatures, incorporates the notion of a digital certificate within 
the construct of an advanced electronic signature based on a 
qualified certificate.  Annex 1 to the directive sets out the 
requirements of a qualified certificate, and Annex 2 the 
requirements of a certification authority issuing such a certificate.

Importantly, Article 6 of the directive provides that a certification 
authority which issues a certificate as a qualified certificate to the 
public is liable for damage caused to any entity or legal or natural 
person who reasonably relies on that certificate for a number of 
set purposes, unless the certification authority can prove that it 
was not negligent. Similarly, it establishes a legal onus on 
certification authorities to revoke qualified certified certificates 
by placing liability by default with the certification authority, 
again unless it can prove it was not negligent.  Proving a negative 
is a difficult task, thus creating a very high standard for 
certification authorities.

An authority may attempt to limit its liability, through Articles 
6(3) and (4), by including within the certificate limitations on the 
use of that certificate, and  a limit on the value of transactions for 
which the certificate can be used, provided in each case that the 
limit is “recognisable to third parties.” Whilst clearly intended for 
the protection of certificate authorities, the reach of these 
provisions may have extended further than drafters perhaps 
foresaw - since few visitors to websites are likely to check the 
properties of a digital certificate, it is perhaps a little much to 
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expect the visitor to check for financial limits encoded in the 
certificate as a method for excluding liability.

In any case,  in the UK, the Department of Trade and Industry 
considered that it was not necessary to enact these particular 
subsections, noting that:

“Specific provision to implement is not necessary as 
certification-service-providers can already exclude 
liability under tort and delict for these matters 
subject to the applicable laws on the exclusion or 
limitation of liability.”7

As such, not only can a certification authority attempt to exclude 
liability on the basis of the particular provisions of the directive, 
it could attempt to exclude liability more widely, under more 
general provisions of law. It appears that this is indeed the 
mechanism which at least some certification authority are looking 
to exploit.

Steven Roosa,  an attorney writing in the USA, comments that “the 
standard legal documents associated with the CA Trust Model 
purport to divest end-users of a meaningful right to rely on the 
authentication process.”8

In his analysis, he asserts that “one might readily conclude that 
CAs do not stand behind the digital certificates that they issue,” 
citing “typical” language from Entrust’s certification practice 
statement, that:

“In no event does [the CA] ... make any 
representations, or provide any warranties... to 
any ... Subscribers, Relying Parties, or any other 
persons, entities, or organizations with respect to ... 
the reliability of any cryptographic techniques or 
methods used in conducting any act, transaction, or 
process involving or utilizing [a] Certificate ...”

Roosa’s conclusion, that digital certificates exist in “a flawed and 
untested legal architecture” is in stark contrast to the wording of 
the European directive, which,  on paper at least, presents a more 
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promising position for European citizens. However, if the contract 
term above is permissible under US law, and does indeed govern 
the relationship between an end user relying on a digital 
certificate and a US certification authority then, for websites 
operating from the US, liability may be limited.

Whilst a European citizen might seek to rely on national 
legislation implementing the directive as effective even against a 
US-based certification authority, he is likely to hit interpretation 
problems even before he considers the private international law 
implications - Annex 1 of the eSignature directive provides that, 
for a digital certificate to be a qualified certificate for the 
purposes of the directive, the certificate must contain “an 
indication that the certificate is issued as a qualified certificate.” 
It is unlikely that a US entity, otherwise than for the express 
purpose of issuing a qualified certificate within Europe, would 
include such an indication, rendering the certificate outside the 
scope of the European notion of “qualified certificate” and thus 
leaving the European citizen without obvious recourse.

As such, it would seem that, despite the secure-looking padlock 
in the browser, the user is still responsible for conducting the due 
diligence on the website in question, and determining for himself 
whether he wishes to trust the site, and whether he is likely to 
have a claim agains the certification authority in the event of a 
problem.

Whilst the principle of “caveat emptor” is not necessarily 
problematic in itself, from a consumer protection point of view, 
requiring a user to be responsible for his own protection should 
only be permitted in situations in which it is likely that a 
consumer can make risk-aware decisions, and it is unlikely that 
this is the case when it comes to making trust-based decisions 
from digital certificates. The directive was written in 1999, and is 
largely anachronistic. Writing shortly before the directive was 
implemented, the author of the 1992 “Hitchhiker’s Guide to the 
Internet” commented that the book:

“assumes that one is familiar with the workings of a 
non-connected simple IP network (e.g. a  few 4.2 BSD 
systems on an Ethernet not connected to anywhere 
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else). Appendix A contains remedial information to 
get one to this point.”9

Eleven or so years after the implementation of the directive, this 
level of knowledge is more likely to be the exception than the 
rule. Today, for most people, “security awareness” means 
checking whether there is a padlock symbol shown in the 
browser, and,  arguably, should require no further effort - the aim 
of a hierarchical trust system such as that of the certification 
authorities is that the user need not necessarily follow the system 
of trust all the way up the chain. Instead, once the browser 
recognises a digital certificate as valid (and assuming that the 
browser is functioning correctly), most users will consider that 
they are secure, and consider the matter no further - whilst 
changing the law can be a cumbersome process,  trying to impose 
additional obligations on Internet users is likely an even greater 
challenge, and policymakers in the EU should consider whether 
the law on electronic signatures is really fit for purpose today.

Fundamentally, if a certification authority - a paid certifier of 
trust - is not willing to stand behind a certificate which it issues in 
the event of reasonable reliance by an end user, and would 
challenge a user’s right to bring an action where the certificate 
was issued incorrectly or containing errors, one must question 
whether a certificate authority continues to have a valid role in 
trust online.

Moxie Marlinspike, a leading SSL / digital certificate researcher, 
and others think not.

Privacy and certification authorities

In addition to questions of liability, one must also consider the 
question of privacy.

With most common modern browsers, when a user requests a 
webpage which is secured by a digital certificate, the browser 
makes a check to determine whether the certificate is valid. It 
does so by querying the certification authority. Because the 
request is carried from the user’s computer to the authority, the 
IP of the user’s computer (or, if network address translation is 
used, the last routing point before the NAT) is visible to the 

7

9 “Hitchhiker’s Guide to the Internet” (1992), Krol, available from http://www.gutenberg.org/ebooks/

39



authority. As such, the authority can easily compile a log of who 
has accessed which site, at what time.

There are some limitations on the volume of information which 
any one CA can capture, since the browser will only make a 
request to the relevant CA for any given certificate; the log will 
only comprise requests to sites secured by that certification 
provider. However, given that there is a relatively small number 
of certification authorities (figures are hard to come by, but some 
point to around 1,500) and there are considerably more websites 
secured with digital certificates, any one certification authority, 
particularly those which are more popular, may still have a 
substantial user record.

Few users will even consider that their browser might be sending 
data to the certification authority. Whilst some sites have 
reasonably comprehensive privacy policies, I have yet to read a 
policy where a user is warned that, in connecting to a secured 
site, data are shared with the certification authority;  indeed, most 
browsers warn users about privacy and security when they leave 
a secured site, rather than when they join.

One might hope that, where certification authorities are based in 
Europe, they do not generate these logs, even though possible to 
do so, on the grounds that they do not need to process these data 
to provide their service.  However, where an authority is 
operating outside the EU, particularly in countries where data 
protection laws are lax or non-existent, there may be no such 
prohibition.

Lack of trust agility

The main problem, however,  is not necessarily the confused 
situation as to liability, or the concerns around privacy. It is hard 
to argue that these are not problems, but the fundamental 
problem with the current model is that a user has no choice as to 
whom they trust.  If I wish to connect to https://google.com, I am 
forced to trust Thawte, since no other entity can attest the validity 
of the certificate in question. On this basis, the difference between 
a self-signed certificate and one signed by a commercial 
certification authority is minimal - I am forced either to trust the 
issuing authority or else not trust the certificate at all.
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Marlinspike refers to this problem as a lack of “trust agility,” 
since a user is not able to move and redefine trust relationships 
easily, if at all. If I were to be concerned about a particular 
authority, I cannot choose to place my trust anywhere else; if, for 
example, I felt unable to trust Thawte, I would be unable to trust 
the security of any of Google’s services, and have no option of 
asking a different certification authority to verify the validity of 
Google’s digital certificate. In the current model, trust is absolute 
and unchangeable.

And why might one not wish to place one’s trust in a particular 
authority? Three main reasons come to mind.10 Notably, these are 
not concerns which relate to problems which have developed 
through the passage of time - these are problems which have 
existed with the model of the hierarchical certification authority 
since the point of creation. 

Firstly, any certification authority can issue a digital certificate for 
any domain - whilst a bona fide certification authority should 
only sign a certificate for the genuine owner of a domain, 
technically there is no restriction - a trusted certification authority 
could sign certificates in the name of other websites, thereby 
lulling users into a false sense of security,  with the only securing 
factor being the risk of discovery and thus blacklisting by 
browser suppliers (and defection of existing clients, perhaps). If a 
user were to suspect an authority of doing this, there is little that 
they could do, short of not trusting any sites nominally secured 
by that provider.

Secondly, certification authorities, like any online businesses, are 
not invulnerable to intrusion. In 2011, the Dutch certification 
authority DigiNotar was breached, resulting in the signature of a 
digital certificate for *.google.com by hackers which, potentially, 
could enable the interception of traffic intended for Google’s mail 
servers or document repositories. Other than switching off 
validation - which is beyond the wit of the average user, in any 
case - again, little can be done given the current model.

Thirdly, some certification authorities intentionally create 
backdoors in their security arrangements,  to permit law 
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enforcement access. For example,  as Marlinspike comments, 
VeriSign, a root certification authority:

“ran a line of services that specialized in providing 
hosted "CALEA compliance." Basically, the very 
organization who had been entrusted to facilitate 
intercept-free communication had a division in their 
company that was selling intercept services.”11

Whether a government should have the right to intercept its 
citizens’ communications (or, indeed, the communications of any 
party communicating with a server nominally secured by a 
VeriSign certificate, for the purposes of this example) is a matter 
for wider consideration but, for the purposes of trust online, a 
system which is intentionally designed to permit breaching the 
security the service also sets out to provide casts a reasonable 
cloud over the extent to which that authority can, in fact,  be 
trusted.

If, despite these problems, certification authorities are able to 
exclude liability and remain in operation, it is perhaps time to 
consider alternatives, and their potential legal implications.

Perspectives and Convergence - suitable replacements?

As an alternative for (indeed, a replacement to) the hierarchical 
certificate authority model of trust, researchers at Carnegie 
Mellon University have proposed a solution called 
“Perspectives.” Perspectives works by: 

“using a  collection of “notary” hosts that observes a 
server’s public key via multiple network vantage 
points (detecting localized attacks) and keeps a 
record of the server’s key over time (recognizing 
short-lived attacks). Clients can download these 
records on-demand and compare them against an 
unauthenticated key, detecting many common 
attacks.”12

In other words, “public “network notary” servers regularly 
monitor the SSL certificates used by 100,000s+ websites to help 
your browser detect “man-in-the-middle” attacks without relying 
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on certificate authorities.”13  The main advantage of Perspectives 
over the current model is that, using Perspectives, one need not 
trust a pre-determined certificate authority, but can trust anyone 
running a public notary server (the group gives the example of 
the EFF or Google, or even a group of friends). Rather than 
checking validity against records held by the certification 
authority, the certificate is checked against certificates observed 
by notaries over time - a rogue certificate should be easily 
identified as a statistical anomaly. 

After a year’s testing, although within a relatively small 
community, the project claims success, stating that the 
implementation “demonstrates that the notary concept is 
practical,  and after using our PERSPECTIVES clients for nearly a 
year, we have found them invaluable at several occasions.”14

Building on the concept of perspectives, Moxie Marlinspike has 
proposed a solution entitled “Convergence” - Convergence 
improves on Perspectives by caching data to decrease look-up 
times,  examining all HTTPS requests and seeking to prevent the 
privacy implication of a remote server viewing (and thus 
potentially logging) the list of sites visited by a particular user.

Whilst the technical parts are most interesting, from a legal point 
of view, a couple of issues are worthy of note - privacy and 
liability.

Privacy and Convergence

Firstly, as discussed above, it is unlikely that many users 
understand what a certification authority, or even a digital 
certificate, is, or does for them. To encourage users to make 
informed decisions about who they trust online is laudable, but 
may require considerable education or simplification to ensure 
that users are capable of exercising a choice, rather than just 
sticking with the browser defaults. Whilst Marlinspike 
emphasises his notion of “trust agility” as being a key part of 
“Convergence,” such that a user can change who he trusts at any 
time, without impact on his browsing, this requires that users are 
not only aware of the problems, and of the solution, but are 
willing to take active steps to do so. As one of the developers 
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employed by Google to work on the Chrome browser notes, 
“99.99% of Chrome users would never change the default 
settings.”15  Stephen Kent, chief scientist for information security 
at BBN Technologies,  puts the argument quite simply: “The VCR 
programming experience argues that people cannot manage trust-
based PKIs.”16

If a user is not going to change his settings in favour of those 
whom he trusts, the default entries - most likely, Google - would 
remain in place, effectively shifting trust of a certification 
authority to trust of Google, but still trusting a single entity. 
Whether one would wish to pass even more personal data to 
Google is a matter of personal preference but, in any case, Google 
has indicated that it would not want to act as the default notary 
for its Chrome browser, if, in fact, few people would opt for a 
notary of their own choice.17  As such, in terms of the privacy 
debate, Convergence does not necessarily provide a better 
solution.

On the other hand, whilst Convergence may not necessarily 
provide a better solution, it certainly establishes the framework 
for a better solution. Although technology alone is not the answer, 
since few “average” users are likely to change the notary from the 
default,  users would have the capability of making such a change 
if they were minded to do so. If parties which they trust for other 
things - for example, their bank - were to run a notary server, and 
to publicise its details as part of an anti-fraud campaign, a user 
may indeed be minded to change. It would be unfortunate to 
write off a promising technology on the basis that “no-one will 
use it” when, if parties were motivated sufficiently to run a 
notary server and/or publicise the options available, the 
necessary behavioural change was possible.

Liability and Convergence

As well as considering the issue of privacy, the issue of liability 
should be considered. Should someone who holds themselves out 
as verifying the security of a site by virtue of acting as a public 
notary be liable for the guidance which it gives? Or should the 
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public notary be treated as nothing more than a computer 
program, offering a statistically-evidenced analysis of risk, on the 
basis of which a user makes a decision as to whether he wishes to 
trust a particular site or not?

Imposing a liability akin to that which is envisaged under the 
directive today on a Convergence notary would not seem to make 
sense. Unlike the current model, which is based on an authority 
carry out sufficient checks that it is able to say with confidence 
that the person bearing the certificate corresponds with the 
information shown in the certificate, the Convergence model is 
centred on an algorithm, which checks the status of a certificate 
over time. As such, the notary does not attempt to validate the 
information in the certificate, and so there is no similar liability to 
attract to it.  However, whilst liability of this particular form 
would not make sense, that is not to say that there should not be 
some other form of liability.

For example,  what if the notary’s server were to be compromised, 
or the software that it was running contained a bug, such that the 
statistical output, on the basis of which a user makes trust 
decisions, was incorrect? This could have an impact in two ways - 
the information could present too positive a picture of an actually 
untrustworthy site, with the user trusting where they would 
otherwise not, or else the information could present too negative 
a picture, leading a user to consider the site in question untrusted 
when, in fact, the site is perfectly trustworthy; for an eCommerce 
site, this could have significant financial consequences.

Whether liability should arise simply because harm is possible is 
a much wider ethical and legal question. However, it is clear here 
that,  in practice,  a notary which was mis-managed, or simply mis-
configured, could lead users to make inappropriate trust 
decisions, with real-world consequences. An entity which held 
itself out as a trusted entity - for example, a bank - should not 
necessarily escape liability simply because it is not verifying the 
identity of the person creating the certificate, and yet it does not 
seem right to impose a legal liability on a friend who is operating 
a notary service for his friends, which consists of little more than 
installing the provided software and letting it do its thing.

Whilst the law in respect of digital trust is perhaps unclear,  this 
does not mean that the law has not faced similar problems before. 
In particular, the law of negligent misstatement provides a 
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particularly relevant starting point, given the similarities in the 
factual matrix - a third party is providing information, and the 
user relies on this information to make a decision. Extending the 
concept of “duty of care” for negligence, the House of Lords in 
Hedley Byrne v. Heller18 held that:

“if someone possessing special skill undertakes, 
quite irrespective of contract, to apply that skill for 
the assistance of another person who relies upon 
such skill, a duty of care will arise.”

The House of Lords, sitting in the case of Caparo v. Dickmann,19 
built upon this approach, approving the three step test for the 
establishment of a duty of care set out by Bingham LJ in the Court 
of Appeal.20 In essence, the steps are foreseeability, proximity and 
reasonableness.

Although the House of Lords found against Caparo on the facts, 
on the grounds that upholding Caparo’s claim would entail the 
accountant,  Dickmann, taking on “liability in an indeterminate 
amount for an indeterminate time to an indeterminate class,” 
which would not be fair, just and reasonable, and declined to find 
the bank, Heller, liable in the Hedley Byrne case due to the bank’s 
disclaimer, the principle that liability for negligent misstatement 
can arise is now enshrined in English law.

In seeking to apply the Caparo principles to a Convergence notary, 
one must first ask what is the nature of the duty that is sought to 
be established. There is a public policy argument that it is 
desirable to have more notaries available, to enable trust agility 
and that, as such, limiting the duty of care, either in terms of 
scope of the duty, or whether the threshold for the establishment 
of the duty, is in the general public interest. That is not to say that 
an absence of any duty of care is desirable,  though, even though 
this may lead to a proliferation of notaries. Instead, there must be 
sufficient incentive to encourage notaries to provide services, but 
no lesser liability than is necessary for this purpose - if a lesser 
standard of liability were to be established, then a user may have 
more choice, but, in practice, be entirely unprotected.
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As discussed above, Convergence does not set out to mimic the 
actions of a tradition certification authority - it behaves in a very 
different manner, and does not attempt to certify whether a 
particular person presented particular documents.  Inherently, it 
operates by providing to the user information gained through 
“network perspective” - that is to say,  that a number of notaries 
provide records of a site’s public certificate as observed over a 
period of time (perhaps since the notary has been running), which 
can then be compared against the certificate actually downloaded 
by the browser. However,  one of the key difficulties in casting the 
scope of the duty of care of the notary is that Convergence is not 
predicated on just one observational technique - part of the 
strength of the approach is that it is not limited to just one 
mechanism; as the Convergence project notes the observation 
activity of any notary “can be extended to use whatever methods 
the notary operator would like. This might include DNSSEC, BGP 
data, "SSL observatory" results, or even CA validation.”21

On this basis, whilst it seems very limited, the only duty which 
should be imposed on a notary should be that the information 
which it provides in response to a request by a client should be 
accurate - in effect, a duty based on statistics, and not value 
judgments. It is not verifying that the data which it is providing 
to the client are correct, in the sense that all other notaries will 
have seen the same, since it is an integral part of the Convergence 
system that different notaries may see different information, 
reflecting the notary’s position in the network, and, indeed, any 
misbehaviour on the part of the site holding the certificate, but 
rather that the data are accurate, in that they reflect what that 
notary has observed. It is certainly not confirming that the 
website in question is worthy of trust - another, even stronger, 
value judgment.

However, the fundamental limitation with this approach is that 
data can only be accurate for a given configuration. If one notary 
is configured differently to all others, the information it provides 
may be accurate, but unreliable. Given that it is desirable for 
different perspectives to be used,  standardising the perspectives 
themselves (i.e. limiting which perspectives can be used) is 
unlikely to be at all desirable. However, standardisation of each 
perspective, in the sense that anyone implementing a particular 
perspective must do so to a given standard, is likely to resolve 
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this problem - if a notary holds itself out as using observations of 
DNSSEC, the observations conducted should be the same across 
all notaries making the same observations, even though, for 
perfectly acceptable reasons, as discussed above, the information 
supplied by a notary using a standardised perspective may not be 
the same as that supplied by others using the same standard.

Importantly, it would be unwise to attempt to impose standards 
through law, even somewhat more flexible common law; artificial 
legal constraints will hinder technological development, or else 
leave the law out of touch with reality. Instead, whilst recognising 
that the duty of care should entail the following of standards, it 
should not be the law which lays down those standards. 
Similarly, leaving it to one project to define standards on an 
indefinite basis - effectively making it the definitive project - 
would not necessarily be in the best interests of users. However, 
for the moment, the drive is being led by certain highly-skilled 
members of the community, and it would seem prescient to let 
them lead for the time being, avoiding pre-emptive regulation in 
the hope of the establishment of a de facto standard, at the cost of 
a possible lack of certainty.

As such, for the moment, I would propose that the duty of care 
for a Convergence notary should be limited to ensuring the 
information which it provides in response to a request by a client 
is accurate, and that the mechanism for any given observation 
perspective should be in accordance with current standards for 
that particular perspective.

Having established the scope of the duty of care, the Caparo 
principles can now be applied, questioning whether reliance by 
the user was foreseeable, whether there was a sufficiently 
proximate relationship between the notary and the user, and 
whether it is reasonable to impose liability on the notary.

The issue of foreseeability would seem to be reasonably straight 
forward - it is foreseeable that a user choosing to rely on the 
notary service operated by a third party would make trust 
decisions based on the information provided by that third party; 
indeed, it is the very reason for querying the notary service,  and 
the reason for the service’s development. However,  in the event of 
particularly risky or expensive transactions, where the element of 
trust required between the user and the provider was 
significantly higher than usual, one might question whether it 
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would remain foreseeable for the user to rely solely on the 
information provided by the notary in making the trust decision, 
or whether the user, acting reasonably,  should have taken further 
steps. Inevitably, foreseeability - and proximity and 
reasonableness as discussed below - will depend on the facts of 
any particular case. However, as a general principle, it is likely to 
be foreseeable that a user would rely on a Convergence notary to 
provide accurate information as to the status of the site’s 
certificate for an unexceptional transaction.

In terms of proximity, there is a direct relationship, in the sense 
that the user queries the notary’s servers. However, one might 
question whether that in itself is sufficient since, in each of the 
cases of Caparo and Hedley Byrne,  the claimant had direct contact 
with the respondent - a copy of the accountant’s report and a 
letter from the bank. Where a user signs up with a notary, it is 
most likely that there is a sufficiently proximate relationship. 
However, where a notary simply operates, and a user is able to 
connect by entering the correct pathname or IP address, the issue 
is less clear cut. It is, however, a similar issue to that facing the 
CJEU in the Alpenhof22 case, dealing with the determination of the 
correct jurisdiction for a trans-European dispute for the purposes 
of Council Regulation (EC) No. 44/2001. Whilst this case dealt 
with the interpretation of particular wording of the regulation 
(“to target”), the factual framework - one party providing online 
services, and the other party consuming / using those services - is 
identical. Applying Alpenhof to the situation here, a duty of care 
would not arise where the notary service was merely accessible to 
the user in the question - the fact that he was not prevented from 
connecting to the server, and querying it in respect of certificates 
attached to the sites which he browses, is insufficient on its own 
to find a proximate relationship.23  However, where there is 
evidence that the notary envisaged that a connecting user would 
rely on the information it provided, this would likely be sufficient 
- for example, if a bank had engaged in an advertising campaign 
aimed at its members, encouraging them to use its notary service, 
or a student had put a notice up in a common room, advertising 
that he was running such a service, and that fellow students were 
welcome to use it.
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The final test is whether it is fair,  just and reasonable to impose a 
duty of care. In the case of a bank, or a service provider such as 
Google, holding itself out as a notary capable of helping a user 
determine trust online,  it would seem imminently fair to establish 
a duty of care, even where the provider is doing so on a free-of-
charge basis.  Although a user’s decision will be based on the data 
provided from a number of notaries, it is important that each 
notary acts appropriately, and so the establishment of a duty of 
care is justified. Where the notary is not a commercial 
organisation - for example, a student operating a notary service 
for his friends - it is more questionable whether it is reasonable to 
establish a duty of care. 

There are two competing principles. On the one hand, the trust 
placed in a notary service run by a friend is the same as that 
placed in a notary service run by a commercial entity,  which 
would suggest equal treatment in the eyes of the law. On the 
other hand, an individual operating a notary service likely does 
so out of goodwill, to facilitate increased protection for his 
friends and family, and is not operating the notary service for 
commercial gain, whether directly financial or otherwise. 

Whilst responsibility is important,  on the grounds that the server 
is operated most likely knowing that people will rely on it to 
make trust decisions, it might be more reasonable to limit liability 
in the case of non-commercial notaries to knowingly failing to 
comply with standards. Against this, if some notaries should be 
held to lower standards than others, the result would be an 
imbalanced playing field, and a potentially confusing situation 
for users, who would not necessarily know which notaries offered 
legal redress and which would not. It might be possible to 
establish a form of kitemarking, akin to the tScheme for 
certification authorities in the UK, but, as discussed above, and 
further below, this is not without problems of its own.

The fundamental problem of an approach based on negligent 
misstatement is that it is predicated on the particular laws of the 
United Kingdom; there is no European harmonisation of the laws 
of negligence, and certainly nothing wider that that. This means 
that either a negligent misstatement approach would need to be 
introduced in other countries, or else that users will need to 
determine the nature and extent of liability of notaries in other 
countries,  and the likelihood of a successful cross-border 
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enforcement action, and decide whether they wish to use such 
notaries.

Unfortunately, it is not clear whether there is a convenient 
mechanism of achieving such a result. The establishment of an 
international legal instrument is unlikely to be a sufficiently 
speedy solution to be of use in the protection of consumers - 
fortunately,  given the nature of Convergence, such an approach is 
entirely unnecessary. One of the problems with the liability 
regime of directive 1999/3/EC discussed above is that it does not 
extend to certification authorities operating in countries outside 
the US, leaving users in Europe without an obvious effective 
remedy against US-based certification authorities. In the case of 
Convergence, a user no longer needs to rely on a US-based 
authority, since there is no direct link between a site’s certificate 
and the notaries providing information about that certificate - a 
user could make use of a range of notaries from across Europe to 
obtain the perspective on the site in question, without ever 
querying a US notary. As such, a European approach on common 
liability would be largely suitable, and would likely be faster, 
particularly if adopted in the form of a regulation.

Although there are clearly challenges which would need to be 
resolved, with a need for further investigation, it seems that the 
law of negligent misstatement could provide a suitable liability 
framework for Convergence notaries.

Alternatives to the approach of negligent misstatement

Strict legal mechanisms are not the only way in which a liability 
framework could be constructed, and non-legal approaches may 
be more convenient and practical.

For example, a kitemarking scheme would enable users to see at a 
glance which notaries complied with a common perspective 
standard, and a kitemarking organisation could establish that,  as 
one of the requirements of obtaining a kitemark, the notary must 
subscribe to a common liability / remedy mechanism - in effect, a 
non-legal online dispute resolution approach. There are, 
unfortunately, obvious problems. One of the key benefits of 
Convergence is that it does away with a notion of hierarchy or 
centralisation, which kitemarking effectively reintroduces - if 
users are taught to look for notaries with a particular kitemark, 
and a notary needs to be accepted by a kitemarking organisation, 
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the kitemarking organisation acquires significant power.  Perhaps 
more compellingly, there would need to be sufficient benefit in 
kitemarking for a notary to seek to take on liability on a 
voluntary basis; if Roosa’s view of the liability of certification 
authorities in the US is accurate, this may be but a pipe dream.

Alternatively, one could envisage an approach without any form 
of attempted harmonisation, whereby the Convergence and 
Perspectives communities or other groups or individuals research 
the liability landscape in different markets, and make this 
available to users looking for new notaries. Users would be 
encouraged to use notaries in countries where the liability 
position is clearer, and where cross-border enforcement action is 
easier. Whilst building an accurate repository of applicable law is 
unlikely to be much of a challenge, the standard problems of 
cross-border enforcement would remain,  leaving use of notaries 
within the user’s jurisdiction as the only viable solution if a legal 
remedy is required.

Conclusion

The current position of hierarchical certification authorities is not 
a particularly pleasing one. Whilst the mechanism may have been 
the best solution available at the time it was put it place, it is not 
ideal for the environment today. If certification authorities which 
purport to provide trust on a commercial basis do not stand 
behind their products with legal liability, their role is highly 
questionable.

Whilst alternatives are being developed, it remains to be seen 
whether these will be adopted in practice. The user education 
hurdle is a substantial one, but, if companies or groups with 
existing relationships with users could provide information and 
education,  perhaps in conjunction with the local jurisdiction data 
protection commissioners and other regulatory bodies, it may not 
be insurmountable. Moving away from the possible privacy 
intrusions of the current model in favour of a distributed 
mechanism is desirable, but difficulties in determining the 
appropriate mechanism for liability may be a further hindrance, 
although further research would be needed to determine whether 
the possibility of an effective legal remedy is important. In any 
case, provided that the position in terms of liability is no worse 
than it is currently, with Roosa’s research suggesting that, in the 
US at least, this is a rather low standard, the overall benefits of 

20



the Convergence system seem compelling, the question marks 
over liability notwithstanding.

Finally, for as long as the current model remains supported by 
common browsers,  more effort should be focussed on minimising 
the risks of today’s model - in particular,  resolving the unclear 
liability situation, providing clear data protection obligations and 
restrictions, and mitigating risk associated with compromised 
certification authorities, perhaps imposing breach reporting 
obligations akin to those under the revised directive 2002/58/EC.
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